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MASTER THESIS
Meta-Reinforcement Learning for Generalization in UAV Control

Background

Modern reinforcement learning (RL) methods can achieve im-
pressive performance on specific tasks, however they often
lack generalization, i.e, the ability to adapt rapidly to new or
slightly different tasks without retraining from scratch.

Meta-reinforcement learning (meta-RL) addresses this lim-
itation by training agents that can learn new tasks effi-
ciently based on prior experience. Algorithms such as
model-agnostic meta-learning (MAML) [1], first-order MAML
(FOMAML) [2], and Reptile [3] have shown promise in en-
abling quick adaptation and robust policy transfer across task
distributions.
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Although meta-RL has shown success in benchmark envi-
ronments, its application to aerial robotics remains limited.
Most studies focus on either improving sample efficiency in
single unmanned aerial vehicle (UAV) tasks or adapting stan-
dard RL algorithms for flight stability. How well do meta-RL
algorithms generalize across parameterized UAV control
tasks. What are the trade-offs between their adapta-
tion speed, computational complexity, and policy robust-
ness?

Thesis / Project Goals

The objective of this thesis is to implement and evaluate
meta-RL algorithms for UAV control and analyze their gen-
eralization capabilities across related tasks such as hovering,
circular flight, slalom, and lemniscate trajectories. Possible
research directions and goals include:

+ Implement MAML and/or FOMAML in Isaac Lab

Train UAVs policies using meta-RL algorithms

Evaluate their adaptation and generalization to unseen
task variations

Compare algorithms in terms of: Convergence and
sample efficiency; Adaptation speed and stability; Gen-
eralization performance across task distributions
Analyze trade-offs between algorithmic complexity, ro-
bustness and scalability

Requirements

* Programming skills in Python
« Experience with PyTorch
* Interest in robotics or UAV dynamics

Not required, but a big +:

» Knowledge of reinforcement learning
» Familiarity with Isaac Sim / Isaac Lab or other simula-
tion tools

What You Will Gain

* Practical experience with meta-RL methods

« Experience in designing and evaluating adaptive UAV
control systems in simulation

Understanding of generalization and adaptation in RL

» Hands-on skills in Isaac Lab and simulation-based ex-
perimentation

Contribution to cutting-edge research in autonomous
flight and adaptive control, with the potential for publi-
cation and integration into ongoing research projects
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