
Learning control policies via LLMs 

How can large language models (LLMs) change 
the way robots and drones learn to move and 
make decisions? 

Traditional control of unmanned aerial vehicles 
(UAVs) and mobile robots relies heavily on model-based or reinforcement learning (RL) methods. 
These approaches, while powerful, often require extensive training data, precise environment 
modeling, and domain-specific engineering. In contrast, recent advances in Large Language Models 
(LLMs) have shown remarkable generalization abilities in reasoning, planning, and few-shot learning, 
skills which are potentially transformative for autonomous control.

 Can LLMs be integrated into reinforcement learning pipelines to guide exploration, structure policies 
or directly generate control strategies for robots and UAVs?

In this project we want to explore how LLMs can be adapted or integrated into control policy learning 
for robots. First, we will explore how policies are defined and implemented. We will implement 
common RL algorithms (e.g., Q-learning, PPO, SAC) and analyze their differences. Standard RL 
environments (e.g., Gymnasium) will be used to test the algorithms. Then, the focus will shift to 
transformers, the building foundation for LLMs. We will examine how pre-trained language models 
can be adapted for control tasks, including techniques for prompting or fine-tuning. A focus is placed 
on designing prompts or embeddings that translate high-level task descriptions into low-level control 
actions. 

One outcome will be the evaluation of LLM-driven policies against classical control and RL-based 
methods in terms of sample efficiency, robustness, and generalization across tasks and environments.
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